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Tackling Collusion In Web Graphs And P2P Networks 

Andrew Griffiths 

Through the course of my analysis I will be looking at various ranking and reputation systems for 

web pages on the internet and for peers in a P2P network.  In particular I will focus on how such systems 

are susceptible to collusion and I will look at ways in which they may be cheated in order to achieve a 

particularly attractive and higher than should be expected reputation or rank.  I will then discuss various 

methods of tackling such behaviour, thus making the ranking systems more reliable.  It is important to 

say that at this time they are not particularly unreliable, but there do exist certain ‘loopholes’ by which 

they may be exploited. 

 My focal paper is ‘Improving Eigen-vector Based Reputation Systems Against Collusions’ by Hui 

Zang, Ashish Goel, Ramesh Govindan, Kahn Mason and Benjamin Van Roy [1].  This paper concentrates 

on PageRank, a method of assigning a webpage a reputation, which determines where such a site would 

appear in a search engine enquiry.  In order to understand the PageRank method, one must first think of 

all the webpages on the internet as a graph.  Each webpage is represented by a node, and links between 

pages are represented by edges between respective nodes.  PageRank uses the number of incoming 

links to a page to indicate how reputable the site may be, but also takes into account the fact that some 

pages have numerous amounts of outgoing links, and thus weights such links to have less of an impact 

upon the PageRank algorithm.  It can be thought of more simply as each page having a certain amount 

of extra PageRank value that it can give to another page, but it will be split accordingly between all of its 

outgoing links.  So, in fact, a page with numerous amounts of outgoing links will not be overly influential 

upon a page that its link goes to, which prevents people from creating pages just to link it to one page in 

particular that they wish to boost the rank of.  It is easy to see that with a system such as this one, it 

would be possible for webpages to collude by creating links between one another, or removing links 

that lead outside of a specific group in order to increase their reputation.  This is of course true for any 

system of reputation relying on such links, not just PageRank in particular. 

The authors explain in the paper that “The PageRank value assigned to a page can be modelled 

as the fraction of time spent at that page by a random walk over the link structure” and mention that 

some sort of resetting mechanism is used in order to stop the random walk and therefore try to avoid 

collusion.  In fact they explain that “the algorithm [for PageRank] resets the random walk to a uniform 

distribution at each step with probability ε”.  The paper shows that PageRank values may be increased 

by at most O(1/ε), which they define as an ‘amplification factor’.  A typical value of ε is 0.15, so it may 

appear at first that this is not a huge increase, but it turns out, in fact, that even this factor can 

significantly boost the rank of a node, and it is also usual for the rank of each page in a group of 

colluders to improve, so many low-ranked pages have an incentive to collude.  This therefore motivates 

the need for an alteration to the PageRank algorithm in order to prevent such activities, and the authors 

of this paper present the idea of an “adaptive-resetting scheme” which would allow different values of ε 

for different nodes, thus preventing colluding nodes from stalling the random walk. 
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 While thinking about such ideas as ranking and reputation systems it is important to recognise 

exactly how important these are for each node.  PageRank is particularly important for anyone who has 

a webpage and wishes for a large audience to observe it.  If possible, a web developer wants their 

webpage to appear in the top results returned by a search engine so that they are actually viewed and 

people can see what they are posting.  To appear in the top ten results is most attractive as these are 

often the most commonly viewed results, and people searching on the internet sometimes pay little or 

no attention to results that appear below these top ten. Most commonly used search engines use 

PageRank or a closely related ranking system to decide what order to list results in.  Therefore if any sort 

of advantage can be gained by colluding, it is reasonable to assume a website will where possible.  The 

idea of ranking high is particularly important for things such as online businesses, where their success 

will rely partly on how well they can be found from a simple internet search.  The position in which an 

online business appears in a search could very possibly be the difference between success and failure.  

The inability to be found for a business which relies solely on internet sales and publicity could be fatal.  

And the way in which the internet and internet shopping has developed over the past years means that 

the internet is an incredible way for businesses to reach people all over the world.  Huge quantities of 

goods are sold via the internet, and for small businesses it is an ideal way to keep costs down – very few 

staff to employ, no need to buy/hire property etc.  Therefore many people have taken to the internet in 

order to trade but they are unable to do so if they cannot be found.  According to a 2007 government 

report [2] in the year 2005, internet sales to households in the UK were over £21 billion.  In that same 

report it was estimated that in 2005, 62,000 UK businesses were selling to households over the internet.  

Clearly this is huge business and also very competitive.  This is where PageRank and similar algorithms 

play a vital role in their success, and it is of huge importance to such businesses that the reputation 

system is fair and reliable.  It is also evident from these figures just how tempting collusion may seem to 

individual webpages, with competition as high as it is.  Obviously a newly started webpage will be 

ranked very low down and it will be difficult for it to climb up the rankings, making collusion seem a 

much better path to success. 

 According to the paper that I have decided to focus on, while experimenting on a large web 

subgraph, the authors found that all colluding nodes increased their PageRank value by at least 3.5 

times, although the majority were found to have a weight amplification of more than 5.5.  This type of 

amplification factor can result in a boost of colluding node’s ranks higher than 10 times, which is very 

close to the best achievable.  They quoted several examples in their paper; they were that a node 

ranked 10002nd boosted its rank to 451st, and also two nodes ranked 100005th and 100009th colluded 

with each other and were boosted to 5033rd and 5038th respectively.  One can see from these examples 

that collusion is definitely advantageous to participating nodes, particularly to those ranked very low.  In 

my view this shows that collusion is very effective and that its effect upon the rank of the nodes is 

indeed significant.  For example, a page ranked 100005th in a web search would almost certainly not be 

found by an internet user.  Although it is unlikely the 5033rd result will be viewed either, it is a good 

example of how such an extreme result can be raised to a much more attractive position, and although 

still quite unlikely, it has much more chance of being viewed in a simple web search.  I also find it 

particularly surprising that even just a 2-node collusion could have such a dramatic effect.  This clearly 
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shows that the PageRank algorithm is not robust enough to collusion in its current state, and should be 

altered in some way in order to avoid such collusions, or at least dampen the effects. 

 The above calculations were carried out by analysing a large web subgraph and making 

calculations based on the weights of nodes to produce an amplification factor.  In order to explain what 

this amplification factor is I must first present several definitions made by the authors. 

Let  be a directed graph and a node in  corresponds to a webpage and edges correspond to 

links between pages. 

 is the number of nodes in G. 

 is the out degree of node . 

 is the weight that the PageRank algorithm gives for node . 

On each edge , define the weight   

Now set   so  .  Now   is a set of nodes from the graph  and  is the graph produced 

by the nodes .  Define  as the set of all edges   so that at least  or  is in . 

 

The authors then split these edges into three different groups, in links, internal links, and out 

links. If an edge goes to a node in  it is an in link, if it is between two nodes in  it is an internal link 

and if it goes from a node in  to a node outside of  it is an out link.  ,  , and   are 

the sets of the in links, internal links and out links of  respectively. 

 

Next they define three different types of weight on . They are: 

. This is the total reputation of the group  assigned by PageRank. 

. This is the total PageRank weight into . 

 . This is the total PageRank weight out of . 

It is clear from this that it is possible for nodes within  to boost the total reputation of the set by 

changing their link structures.  So now the amplification factor can be defined.  It is: 

 .  



4 
 

This amplification factor is like a ratio of its PageRank after collusion to its real PageRank, and a 

larger value for it would suggest that pages are more likely to have colluded.  This leads them to provide 

the theorem that   ,  .  The proof the authors gave is as follows: 

When  , we have an ergodic Markov chain so that . So, 

 

      

      

                   

When , the upper bound for  is approximately 1/ .  This is the usual case as a colluding 

group is often much smaller than the global group that it belongs to.  One can think about any group of 

colluding nodes in the internet, it would be very unusual to have a group big enough to be significant 

because the internet is such a vast network. 

 At this point the authors started experimenting with the large web subgraph that they obtained, 

a graph containing more that 80 million webpages, which I have mentioned earlier on.  I think that this 

method of experimenting is very interesting because it is working with a huge sample of pages and I 

believe that the results obtained are representative of the whole of the web structure.  If anything, the 

increases in rank will appear a little more dramatic than they would on the internet because 80 million 

pages is a relatively small sample, but I believe that it is large enough to conduct meaningful testing.  By 

using such a large graph I feel that they have been quite thorough with their testing.  During their 

experiments they took  = 0.15, and they also plotted a graph showing the amplification factor attained 

by groups of nodes whose link structure they changed in order to collude in a similar way to which they 

might in a real world situation.  The graph showed that almost every group achieved its upper bound for 

its amplification factor. 

 In order to tackle the problem of collusion, the authors had to think about how nodes usually 

cheat.  They explain that by considering a small subset of nodes from a large graph; the way in which 

these nodes can collude is to remove their out links, which effectively stalls a random walk on the entire 

graph, as once it enters this subset it cannot leave.  This results in the nodes in this subset attaining a 

higher PageRank and it is called stalling the random walk.  However, because the PageRank algorithm 

uses a random walk that resets at each node with probability , colluding nodes will receive a decrease 

in PageRank as  increases, whereas non-colluding nodes are relatively unaffected by a change in .  This 

encouraged them to work on the idea of an “adaptive-resetting heuristic”.  This scheme worked on the 

idea of adapting the value of  for each node depending on the degree of collusion the node appears to 

be involved in.  They created two functions which, after checking the degree of collusion for nodes using 

a “correlation coefficient” defined in the paper, punished nodes accordingly.  One function was less 

severe than the other, as it still let colluding nodes effect non-colluding node’s weights a little, but the 
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other limited collusion to such a point that non-colluding nodes were hardly affected at all.  Both of 

these functions appeared to improve the PageRank algorithm and make it more robust to collusion.  I 

think the most severe function is the one that should be implicated due to the importance of PageRank 

and its affect on the node, because we must remember that, as explained earlier, PageRank can have 

economic affects as these nodes are in fact real webpages, and in some cases businesses rely upon 

them, so collusion can actually have serious implications and should be treated strictly. 

We must also consider that this is a scheme that would be implicated into a real world situation, 

so I believe the fact that the authors mention that this heuristic takes 2-3 times as long as the original 

PageRank algorithm to compute is quite an important factor, and whether the benefits of more reliable 

reputation results are worth the extra time spent would have to be contemplated. I personally believe 

that, given its effectiveness and the importance of the role that it plays, it is.  From the graphs the 

authors provided it can be seen that in an experiment conducted on the same subgraph of the web as 

used earlier, where almost all colluding nodes achieved the upper bound for the amplification factor, 

the nodes achieved an amplification factor of only around about 2 with the less severe function and only 

about 1 (which is where we ideally want the amplification factor to be) with the more severe function.  

In my opinion both of these functions significantly decrease the amplification factor and therefore make 

the PageRank algorithm much more reliable.  What I find particularly interesting is that they also 

included a graph showing the original PageRank values of nodes, before collusion, compared to new 

PageRank values after collusion with and without the adaptive-resetting heuristic applied.  It showed 

that nodes after collusion with the more severe heuristic applied achieved PageRanks very close to 

those of the nodes before collusion.  This indicates to me that the heuristic is not only significant but 

very accurate as well, both good qualities that it would need to have in order to be implicated into the 

real world. 

 I believe that the above paper is quite closely related to the paper entitled “The EigenTrust 

Algorithm for Reputation Management in P2P Networks” by Sepandar D. Kamvar, Mario T. Schlosser and 

Hector Garcia-Molina [3].  This paper also looks at preventing untrustworthy nodes from falsely 

promoting their reputation by introducing an algorithm.  The authors explain; “in EigenTrust, the global 

reputation of each peer  is given by the local trust values assigned to peer  by other peers, weighted by 

the global reputations of the assigning peers.”  This is very similar to the way in which PageRank works, 

using a weighted reputation from other nodes in the graph.  However, because in EigenTrust there is no 

centralized system assigning these values, it is required that the values assigned are normalized to 

between 0 and 1 so that there is less impact from colluding nodes assigning unusually high reputations 

to one another.  This does offer the problem of reputations only being relative rather than absolute, 

which must be remembered while considering the EigenTrust algorithm. 

 EigenTrust works by assigning trust values based on interactions with other peers, and friends 

interactions with other peers, and friends’ friends interactions with other peers etc.  So it can be 

determined how much trust the system as a whole places in a peer, rather like in PageRank.  However, 

this design of algorithm is still, unfortunately, susceptible to malicious groups of peers placing trust in 

one another, although the authors do try to address the issue and adjust their algorithm to make each 

peer place trust in some other peer that is not part of a known group.  This part of the algorithm is 
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similar to the reset probability in PageRank demonstrated in the first paper, and prevents a random walk 

getting stuck in a group of malicious peers, just instead of resetting the random walk it sends it to a new 

peer, whom may or may not be malicious.  I do, however, feel that this method is less effective than the 

one the previous authors presented, because it relies heavily on pre-trusted peers, which causes 

confusion in as much as they must be identified and a decision must be made as to how many of them 

to have.  For example it is reasonable to assume the designers and early users of a P2P network will be 

trustworthy, as they are less likely to want to corrupt their own network.  But at what point may 

malicious peers have entered?  And how many trusted peers would be needed?  As questions such as 

these arise, I feel that this method of assigning reputation is not as effective as the one presented 

previously.  In my opinion this method is less reliable, and the results of the experiments conducted in 

this paper were less convincing.  Although I believe it to be less reliable, it has been developed in this 

way due to the nature of peer to peer networking not having a centralized server, and this is a factor 

which limits the way in which algorithms that avoid collusion may work. 

 Another closely related paper I found that studies similar ideas but with a slightly different view 

is “PageRank Increase under Different Collusion Topologies” by Ricardo Baeza-Yates, Carlos Castillo, and 

Vicente López [4].  This paper also looks at making PageRank more robust to collusion, but, it claims, 

under a more general case than my focal paper because they consider the original links that the 

colluding set has.  During the testing of this algorithm, the authors used a different method to simulate 

collusion.  This method, they believe, is one that is harder to be picked up by search engines.  Whereas 

the first paper I examined relied on removing outgoing links to stall a random walk and mimic collusion, 

the method used in this paper relied on the number of internal links outnumbering the number of 

external links.  According to the authors this can be less easily penalized by search engines.  While this 

paper is mainly observational, I feel it is important to include because it offers some good examples of 

how effective collusion is, and also looks into how different types of topologies for a colluding group 

make it easier or harder for that group to improve their ranking.  I think this is an interesting extra piece 

of research that would have been beneficial for the first paper to include.  The two topologies that the 

authors studied were a Star topology and a Ring topology.  There was only one topology studied in the 

first paper and that was a circle.  In fact, this research shows that the topology is not hugely influential in 

the magnitude of the effect of collusion.  It appears that for very low ranked pages there is a slight 

advantage to collude with a Star topology rather than a Ring, but as the rankings increased topology 

played a much smaller role.  Given that PageRank relies heavily upon the link structure of a graph, I had 

previously expected the topology of the colluding groups to have a slightly more profound effect, and 

believed it might have been something the authors of the first paper had overlooked.  It is interesting to 

conclude from the results of both papers together what the effects of collusion are. 

 Another intriguing result that I have seen in these papers is that collusion is much more 

significant for pages ranked very low down to begin with.  Some of the figures I quoted nearer the 

beginning demonstrate this.  I find this a little more reassuring that closer to the top of the rankings, it is 

harder to move up, it stands to reason that the top ten results returned from a search engine using 

PageRank should, then, be fairly reliable.  Although, this is only true of larger graphs, as demonstrated in 

my first paper where it is explained that in a ‘blogroll’ structure containing 72,428 blogs, nodes ranked 
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100th and 110th boosted their positions to 7th and 8th respectively, but this, compared to the web graph, 

is a fairly small subgraph.  Clearly, even with more than 72,000 nodes, a small collusion can in fact have a 

very large and very significant effect.  This is a worrying fact that suggests the improvements to the 

PageRank algorithm that have been suggested in my first paper are very relevant and quite needed.  A 

graph containing over 72,000 nodes appears to be a large graph, but is obviously still susceptible to 

small amounts of collusion.  I feel it is important to remember that the internet has, in very basic terms, 

a structure made up of a giant strongly connected component with in and out links, and external tendrils 

reached by these in and out links. This is a structure which is slightly different to the ones demonstrated 

in my papers, and as such could be a factor of collusion having an increased or decreased effect.  For 

example, from seeing the difference in the small and large graphs described above, one might expect a 

group to be able to move up the rankings of a tendril much quicker than when they are part of the giant 

component. 

 Although I appreciate that my first two papers were dealing with slightly different structures of 

graphs, I believe that the method used in the first one was the most effective.  Moreover, the evidence 

and statistics they presented seemed to suggest that it is a very fair and very reliable addition to the 

PageRank algorithm.  Given the examples provided by the papers I have looked at, I would have to insist 

that this is also a necessary alteration of the PageRank algorithm, because the scope of increase 

previously allowed was just too great, especially if one considers what economic impact it may have 

upon certain individuals, because, we must remember, the internet is a very real and extremely large 

global network, that has many millions of users, some of whom rely upon it for day to day work within a 

business.  What I found most impressive with the first method is how closely the PageRank of nodes that 

had the altered PageRank algorithm applied to them after collusion resembled that of the node’s 

original PageRank before collusion.  This indicated to me that this method was really quite accurate in 

picking out colluding nodes and adapting their reset probability accordingly.  Altering the reset 

probability of a random walk makes the task of colluding efficiently a great deal harder, and this, 

perhaps eliminates, but certainly reduces the impact of collusion.  The main drawback of this method is 

the increased amount of time to compute the algorithm, which unfortunately was something that was 

not mentioned in the EigenTrust paper so it is difficult to compare. 
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